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The main decisions in a transport protocol

1. Get the data to the right application

App interface: one byte stream? Several streams? Independent messages?

Channel ID in the metadata

Establishing and closing channels

2. Segmentation and reassembly

Segment ID in the metadata

3. Deal with packet corruption, loss, and slowdown

Mechanisms: checksum, feedback (positive, negative, selective, cumulative, …),
timers, sliding windows, flow control, congestion control, …
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UDP: User Datagram Protocol

1. Get the data to the right application

   
   

2. Segmentation and reassembly
3. Deal with packet corruption, loss, and slowdown
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UDP: User Datagram Protocol

1. Get the data to the right application

   
   

App interface: independent messages, and each message should fit into a single
packet

Channel ID: uses port addresses; we’ll discuss in TCP

Establishing and closing channels: no guarantees, so no coordination needed

2. Segmentation and reassembly nothing
3. Deal with packet corruption, loss, and slowdown nothing
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TCP: Transmission Control Protocol

One of the oldest and most widely deployed protocols in the Internet.
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TCP: Transmission Control Protocol

1. Get the data to the right application  

App interface: one byte stream per channel, in each direction

2. Segmentation and reassembly  
3. Deal with packet corruption, loss, and slowdown  
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TCP: Transmission Control Protocol

1. Get the data to the right application  

App interface: one byte stream per channel, in each direction

2. Segmentation and reassembly  
3. Deal with packet corruption, loss, and slowdown  
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Channels, sockets and connections
A

Application

Transport
Lower layers

Network interface card

B
Application

Transport
Lower layers

Network interface card

channel
one end the other end
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Channels, sockets and connections
A

Application

Transport
Lower layers

Network interface card

B
Application

Transport
Lower layers

Network interface card

connection
socket socket

Channel → Connection,   Channel end → Socket

send

receive

send

receive
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Ports and IP addresses

IP address: identifies a computer on the network, or rather its network interface

not transport’s business: it is a field in the header of the layer below (Part 2)

Port number: a 16-bit number, local to one computer, that the transport layer
uses to tell its connections apart

port 80 on B and port 80 on C have nothing to do with each other

TCP’s “channel ID”: the two port numbers in TCP’s header, plus the two IP
addresses in the header of the layer below, identify a connection
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Ports and IP addresses: an example
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Ports and IP addresses: an example

A
Video client Browser

Transport
Lower layers

Network interface card

B
Web server

Transport
Lower layers

Network interface card

send

receive

send

receive

IP address 10.1.1.1

IP address 10.2.2.2

port 51235 port 51234 port 80

blue connection:
(10.1.1.1, 51234, 10.2.2.2, 80)

C
Video server

Transport
Lower layers

Network interface card

send

receive

IP address 10.3.3.3

port 5004
orange connection:
(10.1.1.1, 51235, 10.3.3.3, 5004)
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An example client-server application over TCP
sockets
Client (A, the browser) Server (B, the web server)

int s = socket(AF_INET, SOCK_STREAM, 0);
addr = make_address("10.2.2.2", 80);
connect(s, &addr, sizeof addr);

int s = socket(AF_INET, SOCK_STREAM, 0);
addr = make_address(my_ip, 80);
bind(s, &addr, sizeof addr);
listen(s, 10);
int c = accept(s, ...);

char request[] = "GET /index.html ...";
char reply[MAX];
send(s, request, strlen(request), 0);
recv(s, reply, MAX, 0);

char request[MAX];
char reply[] = "HTTP/1.1 200 OK ...";
recv(c, request, MAX, 0);
send(c, reply, strlen(reply), 0);

close(s); close(c);
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An example client-server application over TCP
sockets
Client (A, the browser) Server (B, the web server)

int s = socket(AF_INET, SOCK_STREAM, 0);
addr = make_address("10.2.2.2", 80);
connect(s, &addr, sizeof addr);

int s = socket(AF_INET, SOCK_STREAM, 0);
addr = make_address(my_ip, 80);
bind(s, &addr, sizeof addr);
listen(s, 10);
int c = accept(s, ...);

establishing a connection

char request[] = "GET /index.html ...";
char reply[MAX];
send(s, request, strlen(request), 0);
recv(s, reply, MAX, 0);

char request[MAX];
char reply[] = "HTTP/1.1 200 OK ...";
recv(c, request, MAX, 0);
send(c, reply, strlen(reply), 0);

data transfer

close(s); close(c);
closing the connection

We look at the data transfer first, then come back to establishing and closing a
connection.
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TCP: data transfer
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TCP header (i.e., metadata)

bit 0 15 16 31

source IP address

destination IP address

… other IP header fields …

source port destination port

sequence number

acknowledgement number

hdr len reserved C E U A P R S F receive window

checksum urgent pointer

options (variable length, may be absent)

data (the application's bytes)

IP header: the network layer, Part 2

TCP header

payload
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TCP header (i.e., metadata)

bit 0 15 16 31

source IP address

destination IP address

… other IP header fields …

source port destination port

sequence number

acknowledgement number

hdr len reserved C E U A P R S F receive window

checksum urgent pointer

options (variable length, may be absent)

data (the application's bytes)

IP header: the network layer, Part 2

TCP header

payload

The TCP header
What we have been calling the transport
metadata. Each labelled cell is a header field.
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TCP header (i.e., metadata)

bit 0 15 16 31

source IP address

destination IP address

… other IP header fields …

source port destination port

sequence number

acknowledgement number

hdr len reserved C E U A P R S F receive window

checksum urgent pointer

options (variable length, may be absent)

data (the application's bytes)

IP header: the network layer, Part 2

TCP header

payload

Source port, destination port
The two ports, plus the two IP addresses in the
header of the layer below, identify the
connection (i.e., the channel).
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TCP header (i.e., metadata)

bit 0 15 16 31

source IP address

destination IP address

… other IP header fields …

source port destination port

sequence number

acknowledgement number

hdr len reserved C E U A P R S F receive window

checksum urgent pointer

options (variable length, may be absent)

data (the application's bytes)

IP header: the network layer, Part 2

TCP header

payload

Sequence number
Where this segment's data sits in the byte
stream (i.e., plays the role of the segment ID).
Counted in bytes, not segments.
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TCP header (i.e., metadata)

bit 0 15 16 31

source IP address

destination IP address

… other IP header fields …

source port destination port

sequence number

acknowledgement number

hdr len reserved C E U A P R S F receive window

checksum urgent pointer

options (variable length, may be absent)

data (the application's bytes)

IP header: the network layer, Part 2

TCP header

payload

Acknowledgement number, and the A flag
The receiver's feedback: the next byte it
expects, so cumulative. It is only taken into
account when the A flag is set.
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TCP header (i.e., metadata)

bit 0 15 16 31

source IP address

destination IP address

… other IP header fields …

source port destination port

sequence number

acknowledgement number

hdr len reserved C E U A P R S F receive window

checksum urgent pointer

options (variable length, may be absent)

data (the application's bytes)

IP header: the network layer, Part 2

TCP header

payload

Receive window
Flow control.
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TCP header (i.e., metadata)

bit 0 15 16 31

source IP address

destination IP address

… other IP header fields …

source port destination port

sequence number

acknowledgement number

hdr len reserved C E U A P R S F receive window

checksum urgent pointer

options (variable length, may be absent)

data (the application's bytes)

IP header: the network layer, Part 2

TCP header

payload

Checksum
The Internet checksum of lecture 4, over the
TCP header, the data, and the IP addresses
from the layer below.
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TCP header (i.e., metadata)

bit 0 15 16 31

source IP address

destination IP address

… other IP header fields …

source port destination port

sequence number

acknowledgement number

hdr len reserved C E U A P R S F receive window

checksum urgent pointer

options (variable length, may be absent)

data (the application's bytes)

IP header: the network layer, Part 2

TCP header

payload

The S and F flags
SYN and FIN: establishing and closing a
connection. Later today.
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TCP header (i.e., metadata)

bit 0 15 16 31

source IP address

destination IP address

… other IP header fields …

source port destination port

sequence number

acknowledgement number

hdr len reserved C E U A P R S F receive window

checksum urgent pointer

options (variable length, may be absent)

data (the application's bytes)

IP header: the network layer, Part 2

TCP header

payload

Options
Additional protocol features to use in the
connection (e.g., selective acks, window
scaling, …). Both sides should agree on using
them in connection establishment.
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TCP sequence number and sliding window
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Transport
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Network interface card
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Lower layers

Network interface card

send

receive
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receive
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TCP sequence number and sliding window

A
Application

Transport
Lower layers

Network interface card

B
Application

Transport
Lower layers

Network interface card

send

receive

send

receive

A's send buffer to B

byte 0500100015002000250030003500400045005000

window: 3000 bytes

A sliding window over the send buffer (lecture 5), counted in bytes.
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TCP sequence number and sliding window
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The receive window field in B's segments sets how big it can be (flow control).
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TCP sequence number and sliding window

A
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Lower layers

Network interface card
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Application

Transport
Lower layers

Network interface card

send

receive

send

receive

A's send buffer to B

byte 0500100015002000250030003500400045005000

window: 3000 bytes

A sliding window over the send buffer (lecture 5), counted in bytes.
The receive window field in B's segments sets how big it can be (flow control).

MSS (maximum segment size): 1000 bytes

segment 1segment 2segment 3
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TCP sequence number and sliding window

A
Application

Transport
Lower layers

Network interface card

B
Application

Transport
Lower layers

Network interface card

send

receive

send

receive

A's send buffer to B

byte 0500100015002000250030003500400045005000

window: 3000 bytes

A sliding window over the send buffer (lecture 5), counted in bytes.
The receive window field in B's segments sets how big it can be (flow control).

MSS (maximum segment size): 1000 bytes

segment 1segment 2segment 3

1000 bytes: 2000 to 2999 1000 bytes: 1000 to 1999 1000 bytes: 0 to 999
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TCP sequence number and sliding window

A
Application

Transport
Lower layers

Network interface card

B
Application

Transport
Lower layers

Network interface card

send

receive

send

receive

A's send buffer to B

byte 0500100015002000250030003500400045005000

window: 3000 bytes

A sliding window over the send buffer (lecture 5), counted in bytes.
The receive window field in B's segments sets how big it can be (flow control).

MSS (maximum segment size): 1000 bytes

segment 1segment 2segment 3

1000 bytes: 2000 to 2999 1000 bytes: 1000 to 1999 1000 bytes: 0 to 999

In a TCP segment, the sequence number field is the number associated with
the first byte in the payload, counted from the start of the stream.
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TCP sequence number and sliding window

A
Application

Transport
Lower layers

Network interface card

B
Application

Transport
Lower layers

Network interface card

send

receive

send

receive

A's send buffer to B

byte 0500100015002000250030003500400045005000

window: 3000 bytes

A sliding window over the send buffer (lecture 5), counted in bytes.
The receive window field in B's segments sets how big it can be (flow control).

MSS (maximum segment size): 1000 bytes

segment 1segment 2segment 3

1000 bytes: 2000 to 2999 1000 bytes: 1000 to 1999 1000 bytes: 0 to 999

In a TCP segment, the sequence number field is the number associated with
the first byte in the payload, counted from the start of the stream.

seq = 2000 seq = 1000 seq = 0
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TCP sequence number and sliding window

A
Application
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Lower layers

Network interface card

B
Application

Transport
Lower layers

Network interface card

send

receive

send

receive

A's send buffer to B

byte 0500100015002000250030003500400045005000

window: 3000 bytes

A sliding window over the send buffer (lecture 5), counted in bytes.
The receive window field in B's segments sets how big it can be (flow control).

MSS (maximum segment size): 1000 bytes

segment 1segment 2segment 3

1000 bytes: 2000 to 2999 1000 bytes: 1000 to 1999 1000 bytes: 0 to 999

In a TCP segment, the sequence number field is the number associated with
the first byte in the payload, counted from the start of the stream.

seq = 2000 seq = 1000 seq = 0Side note: the sequence
number field is 32 bits,

so the numbers wrap around
after 232 bytes (4 GB).
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A TCP data transfer timeline

TCP on A TCP on B
time

seq = 0, 1000 bytes

seq = 1000, 1000 bytes

seq = 2000, 1000 bytesre
qu

es
t
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TCP traditionally uses cumulative acks. When the ack number in the header is X,
it means the receiver has received all the bytes before byte number X.
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A TCP data transfer timeline

TCP on A TCP on B
time

seq = 0, 1000 bytes

seq = 1000, 1000 bytes

seq = 2000, 1000 bytesre
qu

es
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ack = 1000

ack = 2000

TCP traditionally uses cumulative acks. When the ack number in the header is X,
it means the receiver has received all the bytes before byte number X.
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A TCP data transfer timeline

TCP on A TCP on B
time

seq = 0, 1000 bytes

seq = 1000, 1000 bytes

seq = 2000, 1000 bytesre
qu

es
t

ack = 1000

ack = 2000

seq = 0, 1000 bytes, ack = 3000
response

Once B has the whole
request, it starts
sending the response,
and piggybacks the
ack on it.

TCP traditionally uses cumulative acks. When the ack number in the header is X,
it means the receiver has received all the bytes before byte number X.
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A TCP data transfer timeline

TCP on A TCP on B
time

seq = 0, 1000 bytes

seq = 1000, 1000 bytes

seq = 2000, 1000 bytesre
qu

es
t

ack = 1000

ack = 2000

seq = 0, 1000 bytes, ack = 3000

seq = 1000, 1000 bytes, ack = 3000

ack = 2000

response
Once B has the whole
request, it starts
sending the response,
and piggybacks the
ack on it.

TCP traditionally uses cumulative acks. When the ack number in the header is X,
it means the receiver has received all the bytes before byte number X.

Each direction uses its own sequence number space.
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More details on TCP acknowledgements

Delayed ack:
The TCP receiver may not always send one ack per data segment

When everything arrives in order (no loss), it may wait a configurable time first

It then sends one ack to acknowledge data from several data segments

Why is this a good idea? What are the pros and cons?

Selective ack (SACK):
It is provided as an option: used only if both sides agree on it at the beginning

Its metadata goes in the option part of the TCP header
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Loss signals: three duplicate acks, and the timer

TCP on A TCP on B

seq = 0

lost
seq = 1000
seq = 2000
seq = 3000
seq = 4000

ack = 1000

ack = 1000
ack = 1000
ack = 1000
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Loss signals: three duplicate acks, and the timer

TCP on A TCP on B

seq = 0

lost
seq = 1000
seq = 2000
seq = 3000
seq = 4000

ack = 1000

ack = 1000
ack = 1000
ack = 1000

seq = 1000, again
ack = 5000

Quick check: why is
the ack number 5000?

ack = 1000 arrives four
times, so A has received
three duplicate acks.
A resends an MSS-sized
segment starting at
sequence number 1000.
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Loss signals: three duplicate acks, and the timer

TCP on A TCP on B
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seq = 1000
seq = 2000
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seq = 4000

ack = 1000
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ack = 5000

Quick check: why is
the ack number 5000?
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ack = 1000 arrives four
times, so A has received
three duplicate acks.
A resends an MSS-sized
segment starting at
sequence number 1000.

Three more segments,
but all are lost.
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Loss signals: three duplicate acks, and the timer

TCP on A TCP on B

seq = 0

lost
seq = 1000
seq = 2000
seq = 3000
seq = 4000

ack = 1000

ack = 1000
ack = 1000
ack = 1000

seq = 1000, again
ack = 5000

Quick check: why is
the ack number 5000?

lost
seq = 5000

lost

seq = 6000

lost

seq = 7000
tim

er
 fo

r s
eq

 5
00

0

seq = 5000, again

ack = 1000 arrives four
times, so A has received
three duplicate acks.
A resends an MSS-sized
segment starting at
sequence number 1000.

Three more segments,
but all are lost.

A resends an MSS-sized
segment starting from
seq 5000, and doubles
the timer duration.
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TCP timers: how long to wait?

TCP keeps one timer during data transfer, for the oldest unacked
sequence number

To set the timer value, it measures the RTT using acks

Every ack provides a sample:  = now  when the corresponding
segment left

𝑅 −
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TCP timers: how long to wait?

TCP keeps one timer during data transfer, for the oldest unacked
sequence number

To set the timer value, it measures the RTT using acks

Every ack provides a sample: R = now −  when the corresponding
segment left

No samples from a retransmitted segment: the ack could be for either copy
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TCP timers: how long to wait?

100

150

200

250

300

350

0 10 20 30 40 50 60 70 80 90 100

time (seconds)

R
TT

 (m
ill

is
ec

on
ds

)
SampleRTT: one per ack

18



TCP timers: how long to wait?
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SampleRTT: one per ack

Can’t keep changing the timer value per each sample (Why?)
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Back to the example application
Client (A, the browser) Server (B, the web server)

int s = socket(AF_INET, SOCK_STREAM, 0);
addr = make_address("10.2.2.2", 80);
connect(s, &addr, sizeof addr);

int s = socket(AF_INET, SOCK_STREAM, 0);
addr = make_address(my_ip, 80);
bind(s, &addr, sizeof addr);
listen(s, 10);
int c = accept(s, ...);

char request[] = "GET /index.html ...";
char reply[MAX];
send(s, request, strlen(request), 0);
recv(s, reply, MAX, 0);

char request[MAX];
char reply[] = "HTTP/1.1 200 OK ...";
recv(c, request, MAX, 0);
send(c, reply, strlen(reply), 0);

close(s); close(c);
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Back to the example application
Client (A, the browser) Server (B, the web server)

int s = socket(AF_INET, SOCK_STREAM, 0);
addr = make_address("10.2.2.2", 80);
connect(s, &addr, sizeof addr);

int s = socket(AF_INET, SOCK_STREAM, 0);
addr = make_address(my_ip, 80);
bind(s, &addr, sizeof addr);
listen(s, 10);
int c = accept(s, ...);

char request[] = "GET /index.html ...";
char reply[MAX];
send(s, request, strlen(request), 0);
recv(s, reply, MAX, 0);

char request[MAX];
char reply[] = "HTTP/1.1 200 OK ...";
recv(c, request, MAX, 0);
send(c, reply, strlen(reply), 0);

data transfer ✓

close(s); close(c);
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Back to the example application
Client (A, the browser) Server (B, the web server)

int s = socket(AF_INET, SOCK_STREAM, 0);
addr = make_address("10.2.2.2", 80);
connect(s, &addr, sizeof addr);

int s = socket(AF_INET, SOCK_STREAM, 0);
addr = make_address(my_ip, 80);
bind(s, &addr, sizeof addr);
listen(s, 10);
int c = accept(s, ...);

establishing a connection

char request[] = "GET /index.html ...";
char reply[MAX];
send(s, request, strlen(request), 0);
recv(s, reply, MAX, 0);

char request[MAX];
char reply[] = "HTTP/1.1 200 OK ...";
recv(c, request, MAX, 0);
send(c, reply, strlen(reply), 0);

data transfer ✓

close(s); close(c);
closing the connection

Next: establishing a connection, then closing it.

19.2



Establishing a connection

Purpose: check the other side is there, and agree on how to talk
For example, agree on:

the first sequence number in each direction
each side’s receive window and MSS
the options both support
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Establishing a connection

Purpose: check the other side is there, and agree on how to talk
For example, agree on:

the first sequence number in each direction
each side’s receive window and MSS
the options both support

So far, we assumed both sides start numbering bytes at sequence number 0.
In TCP, the first sequence number should start from a random number in each connection.
Why?
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Establishing a connection: 3-way handshake

A (client) B (server)

SYN, seq = xA's window, MSS, options

SYN + ACK, seq = y, ack = x + 1

B's window, MSS, options

ACK, ack = y + 1

1 RTT

connect()

connect()
returns

bind(), listen(),
accept()

accept() returns

SYN: A's first sequence
number x, with its receive
window, MSS and the options it
supports

SYN + ACK: the same for B: y,
its window, MSS and options.
ack = x + 1 tells A the SYN
arrived

ACK: ack = y + 1 tells B the
SYN + ACK arrived. A can start
sending data
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Establishing a connection: 3-way handshake

A (client) B (server)

SYN, seq = xA's window, MSS, options

SYN + ACK, seq = y, ack = x + 1

B's window, MSS, options

ACK, ack = y + 1seq = x + 1, ack = y + 1, data

1 RTT

connect()

connect()
returns

bind(), listen(),
accept()

accept() returns

send()

the last ack and the data
can go in one segment

SYN: A's first sequence
number x, with its receive
window, MSS and the options it
supports

SYN + ACK: the same for B: y,
its window, MSS and options.
ack = x + 1 tells A the SYN
arrived

ACK: ack = y + 1 tells B the
SYN + ACK arrived. A can start
sending data
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Back to the example application
Client (A, the browser) Server (B, the web server)

Next: closing the connection.

int s = socket(AF_INET, SOCK_STREAM, 0);
addr = make_address("10.2.2.2", 80);
connect(s, &addr, sizeof addr);

int s = socket(AF_INET, SOCK_STREAM, 0);
addr = make_address(my_ip, 80);
bind(s, &addr, sizeof addr);
listen(s, 10);
int c = accept(s, ...);

establishing a connection ✓

char request[] = "GET /index.html ...";
char reply[MAX];
send(s, request, strlen(request), 0);
recv(s, reply, MAX, 0);

char request[MAX];
char reply[] = "HTTP/1.1 200 OK ...";
recv(c, request, MAX, 0);
send(c, reply, strlen(reply), 0);

data transfer ✓

close(s); close(c);
closing the connection

22



Closing a connection

TCP on A TCP on B
time

FIN, seq = m
close()

“I have no more data”

ack = m + 1
recv() returns 0

seq = n, data
send()

ack = n + 1000
FIN, seq = n + 1000
close()

ack = n + 1001
A waits for a
configurable

amount of time
B forgets the connection

TCP is bidirectional:
• two independent data

streams, one each way
• each side closes its own

stream independently
• so B can keep sending

after A's FIN

Why does A wait?
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Closing a connection

TCP on A TCP on B
time

FIN, seq = m
close()

“I have no more data”

ack = m + 1
recv() returns 0

seq = n, data
send()

ack = n + 1000
FIN, seq = n + 1000
close()

ack = n + 1001
A waits for a
configurable

amount of time
B forgets the connection

TCP is bidirectional:
• two independent data

streams, one each way
• each side closes its own

stream independently
• so B can keep sending

after A's FIN

Why does A wait?

How long should it wait?
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Back to the example application
Client (A, the browser) Server (B, the web server)

int s = socket(AF_INET, SOCK_STREAM, 0);
addr = make_address("10.2.2.2", 80);
connect(s, &addr, sizeof addr);

int s = socket(AF_INET, SOCK_STREAM, 0);
addr = make_address(my_ip, 80);
bind(s, &addr, sizeof addr);
listen(s, 10);
int c = accept(s, ...);

establishing a connection ✓

char request[] = "GET /index.html ...";
char reply[MAX];
send(s, request, strlen(request), 0);
recv(s, reply, MAX, 0);

char request[MAX];
char reply[] = "HTTP/1.1 200 OK ...";
recv(c, request, MAX, 0);
send(c, reply, strlen(reply), 0);

data transfer ✓

close(s); close(c);
closing the connection ✓
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QUIC: Quick UDP Internet Connections
Google, 2012 → IETF standard, 2021 (RFC 9000)
Some conceptual differences from TCP:
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QUIC: Quick UDP Internet Connections
Google, 2012 → IETF standard, 2021 (RFC 9000)
Some conceptual differences from TCP:

Multiple streams per connection: to avoid head-of-line blocking (lecture 1)
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QUIC: Quick UDP Internet Connections
Google, 2012 → IETF standard, 2021 (RFC 9000)
Some conceptual differences from TCP:

Multiple streams per connection: to avoid head-of-line blocking (lecture 1)
Fast and secure connection establishment:

TCP + a secure protocol (TLS) on top takes 2 or 3 RTTs to establish a
connection.
QUIC has encryption built in: a secure connection in 1 RTT, and potentially 0
RTTs when reconnecting
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QUIC: Quick UDP Internet Connections
Google, 2012 → IETF standard, 2021 (RFC 9000)
Some conceptual differences from TCP:

Multiple streams per connection: to avoid head-of-line blocking (lecture 1)
Fast and secure connection establishment:

TCP + a secure protocol (TLS) on top takes 2 or 3 RTTs to establish a
connection.
QUIC has encryption built in: a secure connection in 1 RTT, and potentially 0
RTTs when reconnecting

Connection ID decoupled from IP addresses: The connection can keep going
if a device's IP address changes (e.g., due to mobility)
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QUIC: Quick UDP Internet Connections
Google, 2012 → IETF standard, 2021 (RFC 9000)
Some conceptual differences from TCP:

Multiple streams per connection: to avoid head-of-line blocking (lecture 1)
Fast and secure connection establishment:

TCP + a secure protocol (TLS) on top takes 2 or 3 RTTs to establish a
connection.
QUIC has encryption built in: a secure connection in 1 RTT, and potentially 0
RTTs when reconnecting

Connection ID decoupled from IP addresses: The connection can keep going
if a device's IP address changes (e.g., due to mobility)
Decoupling packet IDs from byte offsets: Packets have unique, increasing
IDs. Even a retransmitted packet has its own new unique ID. No ambiguity in
matching acks to packets.
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QUIC packet (i.e., metadata)

source IP address

destination IP address

… other IP header fields …

UDP header: source port, destination port, length, checksum

flags

destination connection ID (variable length)

packet number (variable length)

STREAM frame stream ID = 4
offset = 3000
length = 1000
1000 bytes of stream 4

ACK frame largest received = 17
received: 14 to 17, 3 to 11
ack delay at receiver: 2 ms

MAX_STREAM_DATA frame stream ID = 4
you may send up to byte 60000

IP header: the network layer, Part 2

UDP header

QUIC header

QUIC payload: a list of frames

en
cr

yp
te

d
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QUIC packet (i.e., metadata)

source IP address

destination IP address

… other IP header fields …

UDP header: source port, destination port, length, checksum

flags

destination connection ID (variable length)

packet number (variable length)

STREAM frame stream ID = 4
offset = 3000
length = 1000
1000 bytes of stream 4

ACK frame largest received = 17
received: 14 to 17, 3 to 11
ack delay at receiver: 2 ms

MAX_STREAM_DATA frame stream ID = 4
you may send up to byte 60000

IP header: the network layer, Part 2

UDP header

QUIC header

QUIC payload: a list of frames

en
cr

yp
te

d

QUIC over UDP
QUIC is a transport protocol,
but it runs on top of UDP. We'll see why
when we talk about middleboxes.
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QUIC packet (i.e., metadata)

source IP address

destination IP address

… other IP header fields …

UDP header: source port, destination port, length, checksum

flags

destination connection ID (variable length)

packet number (variable length)

STREAM frame stream ID = 4
offset = 3000
length = 1000
1000 bytes of stream 4

ACK frame largest received = 17
received: 14 to 17, 3 to 11
ack delay at receiver: 2 ms

MAX_STREAM_DATA frame stream ID = 4
you may send up to byte 60000

IP header: the network layer, Part 2

UDP header

QUIC header

QUIC payload: a list of frames

en
cr

yp
te

d

The QUIC header
QUIC has different kinds of headers. A common one
is a short header, to just identify the connection
and the packet. The rest of the relevant metadata
is inside the encrypted payload, in the header of
each frame.
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QUIC packet (i.e., metadata)

source IP address

destination IP address

… other IP header fields …

UDP header: source port, destination port, length, checksum

flags

destination connection ID (variable length)

packet number (variable length)

STREAM frame stream ID = 4
offset = 3000
length = 1000
1000 bytes of stream 4

ACK frame largest received = 17
received: 14 to 17, 3 to 11
ack delay at receiver: 2 ms

MAX_STREAM_DATA frame stream ID = 4
you may send up to byte 60000

IP header: the network layer, Part 2

UDP header

QUIC header

QUIC payload: a list of frames

en
cr

yp
te

d

Destination connection ID
(i.e., the channel ID)
A number picked independently by each side,
independent of IP addresses.
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QUIC packet (i.e., metadata)

source IP address

destination IP address

… other IP header fields …

UDP header: source port, destination port, length, checksum

flags

destination connection ID (variable length)

packet number (variable length)

STREAM frame stream ID = 4
offset = 3000
length = 1000
1000 bytes of stream 4

ACK frame largest received = 17
received: 14 to 17, 3 to 11
ack delay at receiver: 2 ms

MAX_STREAM_DATA frame stream ID = 4
you may send up to byte 60000

IP header: the network layer, Part 2

UDP header

QUIC header

QUIC payload: a list of frames

en
cr

yp
te

d

Packet number (i.e., segment ID, part 1)
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QUIC packet (i.e., metadata)

source IP address

destination IP address

… other IP header fields …

UDP header: source port, destination port, length, checksum

flags

destination connection ID (variable length)

packet number (variable length)

STREAM frame stream ID = 4
offset = 3000
length = 1000
1000 bytes of stream 4

ACK frame largest received = 17
received: 14 to 17, 3 to 11
ack delay at receiver: 2 ms

MAX_STREAM_DATA frame stream ID = 4
you may send up to byte 60000

IP header: the network layer, Part 2

UDP header

QUIC header

QUIC payload: a list of frames

en
cr

yp
te

d

STREAM frame (i.e., segment ID, part 2)
The byte offset is similar, conceptually,
to TCP's sequence number.
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QUIC packet (i.e., metadata)

source IP address

destination IP address

… other IP header fields …

UDP header: source port, destination port, length, checksum

flags

destination connection ID (variable length)

packet number (variable length)

STREAM frame stream ID = 4
offset = 3000
length = 1000
1000 bytes of stream 4

ACK frame largest received = 17
received: 14 to 17, 3 to 11
ack delay at receiver: 2 ms

MAX_STREAM_DATA frame stream ID = 4
you may send up to byte 60000

IP header: the network layer, Part 2

UDP header

QUIC header

QUIC payload: a list of frames

en
cr

yp
te

d

ACK frame (i.e., feedback)
Selective: ranges of packet numbers.
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QUIC packet (i.e., metadata)

source IP address

destination IP address

… other IP header fields …

UDP header: source port, destination port, length, checksum

flags

destination connection ID (variable length)

packet number (variable length)

STREAM frame stream ID = 4
offset = 3000
length = 1000
1000 bytes of stream 4

ACK frame largest received = 17
received: 14 to 17, 3 to 11
ack delay at receiver: 2 ms

MAX_STREAM_DATA frame stream ID = 4
you may send up to byte 60000

IP header: the network layer, Part 2

UDP header

QUIC header

QUIC payload: a list of frames

en
cr

yp
te

d

MAX_STREAM_DATA frame
(i.e., flow control)
Limits how much the receiver can receive per stream.
MAX_DATA frames from the receiver impose a similar
limit for the whole connection, i.e., across all
streams.
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Transport protocols over the years

several streams
per channel

one stream
per channel

message-based

1970 1980 1990 2000 2010 2020

NCP
ARPANET

UDP
RFC 768

TCP
RFC 793, first spec 1974

XNS SPP
Xerox

RDP
RFC 908

OSI TP4
ISO 8073

SPX
Novell, c. 1985

NETBLT
RFC 998

VMTP
RFC 1045

ADSP
Apple, c. 1988

XTP
Protocol Engines

RTP
RFC 1889

SCTP
RFC 2960

DCCP
RFC 4340

SST
SIGCOMM 2007

uTP
BitTorrent, 2009

MPTCP
RFC 6824

pFabric
SIGCOMM 2013

RoCEv2
InfiniBand

NDP
SIGCOMM 2017

Homa
SIGCOMM 2018

SRD
Amazon, 2020

QUIC
RFC 9000, Google 2012

Falcon
Google, 2023
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Part I, all together: typing www.google.com

your laptop
Browser application layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

Google's server
Web serverapplication layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

the network in Part I:
abstracted as one link

in Part II: shared infrastructure

You come to school, open your laptop, and type www.google.com in the browser.
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Part I, all together: typing www.google.com

your laptop
Browser application layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

Google's server
Web serverapplication layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

the network in Part I:
abstracted as one link

in Part II: shared infrastructure

HTTP request

The application, the browser, wants a page from the application on the other side, the web server.
It writes a request in the application protocol, HTTP: GET /index.html, Host: www.google.com.
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Part I, all together: typing www.google.com

your laptop
Browser application layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

Google's server
Web serverapplication layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

the network in Part I:
abstracted as one link

in Part II: shared infrastructure

HTTP request

TCP: SYN

It asks the transport layer for a channel to the server's application: socket(), connect().
The transport protocol, TCP, starts the handshake: a SYN segment with its first sequence number.
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Part I, all together: typing www.google.com

your laptop
Browser application layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

Google's server
Web serverapplication layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

the network in Part I:
abstracted as one link

in Part II: shared infrastructure

HTTP request

TCP: SYN

It asks the transport layer for a channel to the server's application: socket(), connect().
The transport protocol, TCP, starts the handshake: a SYN segment with its first sequence number.
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Part I, all together: typing www.google.com

your laptop
Browser application layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

Google's server
Web serverapplication layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

the network in Part I:
abstracted as one link

in Part II: shared infrastructure

HTTP request

TCP: SYN + ACK

The server's transport layer, listening on port 80 (socket(), bind(), listen(), accept()), answers:
SYN + ACK, with its own first sequence number, window and MSS.
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Part I, all together: typing www.google.com

your laptop
Browser application layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

Google's server
Web serverapplication layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

the network in Part I:
abstracted as one link

in Part II: shared infrastructure

HTTP request

TCP: SYN + ACK

The server's transport layer, listening on port 80 (socket(), bind(), listen(), accept()), answers:
SYN + ACK, with its own first sequence number, window and MSS.
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Part I, all together: typing www.google.com

your laptop
Browser application layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

Google's server
Web serverapplication layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

the network in Part I:
abstracted as one link

in Part II: shared infrastructure

HTTP request

TCP: ACK

The laptop's transport layer answers with an ACK.
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Part I, all together: typing www.google.com

your laptop
Browser application layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

Google's server
Web serverapplication layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

the network in Part I:
abstracted as one link

in Part II: shared infrastructure

a channel: the TCP connection
HTTP request

TCP: ACK

The handshake is complete: the connection (channel) is established and can be used for data transfer.
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Part I, all together: typing www.google.com

your laptop
Browser application layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

Google's server
Web serverapplication layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

the network in Part I:
abstracted as one link

in Part II: shared infrastructure

a channel: the TCP connection
HTTP request

TCP HTTP request

The browser writes its request into the channel: send(). TCP segments the request, adding its own metadata,
and ensures it is transferred reliably to the server (the request fits in one segment in this example).
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Part I, all together: typing www.google.com

your laptop
Browser application layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

Google's server
Web serverapplication layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

the network in Part I:
abstracted as one link

in Part II: shared infrastructure

a channel: the TCP connection
HTTP request

TCP HTTP request

The browser writes its request into the channel: send(). TCP segments the request, adding its own metadata,
and ensures it is transferred reliably to the server (the request fits in one segment in this example).
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Part I, all together: typing www.google.com

your laptop
Browser application layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

Google's server
Web serverapplication layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

the network in Part I:
abstracted as one link

in Part II: shared infrastructure

a channel: the TCP connection
HTTP request HTTP request

TCP: ack

The server's transport layer checks the segment, hands the bytes up (recv() returns, and the web server
reads the request), and acknowledges it.
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Part I, all together: typing www.google.com

your laptop
Browser application layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

Google's server
Web serverapplication layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

the network in Part I:
abstracted as one link

in Part II: shared infrastructure

a channel: the TCP connection
HTTP request HTTP request

TCP: ack

The server's transport layer checks the segment, hands the bytes up (recv() returns, and the web server
reads the request), and acknowledges it.
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Part I, all together: typing www.google.com

your laptop
Browser application layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

Google's server
Web serverapplication layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

the network in Part I:
abstracted as one link

in Part II: shared infrastructure

a channel: the TCP connection
HTTP request HTTP reply: the page

The web server writes the reply in HTTP, 200 OK and the page, and writes it into the channel: send().
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Part I, all together: typing www.google.com

your laptop
Browser application layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

Google's server
Web serverapplication layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

the network in Part I:
abstracted as one link

in Part II: shared infrastructure

a channel: the TCP connection
HTTP request HTTP reply: the page

TCP HTTP reply, seg 1 TCP HTTP reply, seg 2

Its transport layer cuts the bytes into segments of at most one MSS and sends them out.
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Part I, all together: typing www.google.com

your laptop
Browser application layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

Google's server
Web serverapplication layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

the network in Part I:
abstracted as one link

in Part II: shared infrastructure

a channel: the TCP connection
HTTP request HTTP reply: the page

TCP HTTP reply, seg 1 TCP HTTP reply, seg 2

Its transport layer cuts the bytes into segments of at most one MSS and sends them out.
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Part I, all together: typing www.google.com

your laptop
Browser application layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

Google's server
Web serverapplication layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

the network in Part I:
abstracted as one link

in Part II: shared infrastructure

a channel: the TCP connection
HTTP request HTTP reply: the page

TCP HTTP reply, seg 1 TCP HTTP reply, seg 2

TCP: ack 1 TCP: ack 2

The laptop's transport layer (TCP) checks each segment, puts them in order, and acknowledges each one, also
with its receive window. A lost segment is sent again when the timer goes off, or after three duplicate acks.
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Part I, all together: typing www.google.com

your laptop
Browser application layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

Google's server
Web serverapplication layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

the network in Part I:
abstracted as one link

in Part II: shared infrastructure

a channel: the TCP connection
HTTP request HTTP reply: the page

TCP HTTP reply, seg 1 TCP HTTP reply, seg 2

TCP: ack 1 TCP: ack 2

With the acks, the server's transport layer slides its window; here, there is nothing more to send.
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Part I, all together: typing www.google.com

your laptop
Browser application layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

Google's server
Web serverapplication layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

the network in Part I:
abstracted as one link

in Part II: shared infrastructure

a channel: the TCP connection
HTTP reply: the pageHTTP reply: the page

recv() returns the bytes in order: the browser renders the page. When both sides are done, each closes
its direction of the channel.
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Part I, all together: typing www.google.com

your laptop
Browser application layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

Google's server
Web serverapplication layer: HTTP

transport layer: TCP

Lower layers: Part II

Network interface card

the network in Part I:
abstracted as one link

in Part II: shared infrastructure

a channel: the TCP connection
HTTP reply: the pageHTTP reply: the page
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